Where does web sites tremendous growth and popularity come from?
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Human cities in the real world are particular locations of economic and social activity where global processes take place. Just like physical cities, “information cities” are envisioned to emerge over the Internet, inhabited by millions of participants (humans and software agents), involved in one or more activities: buying, selling, chatting, interacting, collaborating and socializing. Evidence of this, is already clear with web portals such as Yahoo!, AOL, Amazon and other popular web locations (information and/or commercial sites, business-to-business hubs, aggregations of virtual communities) that everyday “house” millions of Internet users.

To explain the agglomeration of social and economic activity into physical cities, and specialized economic regions like Silicon Valley, Hollywood or the City of London, economists have recently developed interesting theories and fertile analytical tools and synthesized them in a coherent whole, that they call “new economic geography” [1]. Essentially, the responses they provide in the question of “where economic activity occurs and why”, pivot the critical role of the increasing returns. In line with B. W. Arthur, who recently re-introduced the concept in the modern economics, increasing returns operate within industries, markets and business as positive feedbacks to reinforce that which gains success or aggravate that which suffers loss [2]. Accordingly, new economic geography’s disciples argue, concentrations of population and economic activity arise and sustain because of some form of increasing returns (i.e. backward and forward linkages associated with large local markets), that initiate various circular and cumulative processes, with agglomeration being in that way self-reinforcing [1]. How the same strategy of “increasing returns” can explain the intriguingly simple rules that describe growth trends in the web economy?
Growth in the web economy seems to follow two strong patterns: 
i) There are many small-size web sites contained within the web economy but few large-size ones, i.e. a few sites “house” the large majority of Internet users; or to put it differently, as Adamic and Huberman have demonstrated [3], the distribution of visitors per Internet site surprisingly follows a universal power law, similar to what found in distribution of larger cities in US (and elsewhere)
.

ii) Popular web sites seems to have been growing very quickly: Yahoo!, AOL, Amazon and eBay, to name a few of them, have built, according to a Morgan Stanley Report [4], some of the fastest-growing, most valuable brands in history, and they have done it relatively inexpensively. 
Any attempt to provide an explanation to web growth, would apparently require a theory that is able to account for both patterns. To begin with, a power law could successfully emerge from a stochastic model with the assumption that the expected growth of popularity of a web site fluctuates in an uncorrelated fashion from one time interval to the other around a positive mean value, and is independent of its size [3, 5]. The problem however with this approach is that growth rates randomly selected, are exogenously given, so they do neither reflect the history of system evolution
 nor explain fast growth rates of top-ranking web sites. To abandon the idea of random growth, we need to find a model where web sites growth and population agglomeration, emerge endogenously from the behaviour of individual agents (i.e. web sites and Internet visitors) and the various interactions between them. An increasing returns-based model is one in which the presence of agglomeration economies influence locational patterns (i.e. the decisions of Internet users to visit particular web locations) while allowing for “history” to be reflected into the final outcome. 
But, how should exactly the (increasing) returns to population agglomeration be modelled? Following a P. Krugman’s [7] suggestion, one can explore a modelling approach involving random networks of interaction among agents rather than random growth. The “randomness, Krugman explains, that creates the power  law may  not  involve  random  growth  but  random  ‘connections’  in  space. For  example,  imagine  port  cities  that  serve  the  interior  along  a  transport  network formed  with  random  connections  among  transport  nodes,  with  the  direction  of  the preferred  connections  reflecting  accidents  either  of  history  or  geography. Alternatively,  we  could  suppose  that  the  connections  lie  in  some  abstract  space  of industry linkages”. 
To reproduce such a “randomness” that creates a power law regularity in the web, a computational model that involves two superposing interaction networks with random connections in space can be proposed. In this model, the first network (web sites connection network) links sites among them (the network has nodes corresponding to web sites and edges representing the links between them) and “transports” users from one site to another. The second network (word-of-mouth network) organizes social interactions between Internet users and allows for word-of-mouth information propagation within a structure consisting of local ties and long-range connections. Both networks frame the choices of individual agents and in this regard, carry important informational increasing returns: i) Internet users stochastically select to visit web sites with probabilities that depend on the number of links that “point-in” to that site (in-links) and, conversely, sites attracting large populations become more pointed-in than others (circular causation); ii) Sites that users learn about depend on which sites others users have visited and “stayed”, so Internet-users, through word-of-mouth  feedbacks,  are  likely to  learn  more  about  popular  sites  than  unpopular  ones,  e.g. sites  with  few  previous visitors (information contagion). 
This model is implemented in a large-scale agent-based computational environment that provides opportunities for experimentation and progressive formation of global dynamic behaviours [8, 9]. After t time steps, the model leads to a scale-free state with the distribution of visitors across web locations following a power law (Figure 1a). 
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Figure 1: Fitted power law distributions of the number of site a) visitors, b) in-links, c) out-links
Essentially, the model incorporates the following assumptions:
i) The model starts with two small populations of agents (representing Internet users and web sites diversified in a number of offerings, respectively), growing exponentially over time.
ii) Internet users organize their preferences over sites in a portfolio of choices that includes the most frequently visited sites. As the process evolves, the portfolio may be updated with new sites learned via a word-of-mouth information propagation mechanism (i.e. at each time step, a fraction of Internet users-agents ask other agents, i.e. friends and acquaintances, to propose favourite sites) and/or “discovered” through personal exploration of the web (i.e. agents-users visit new sites following the out-links of the sites they have visited earlier).  

iii) A small world network [10] is used to describe the dynamics of social contacts between Internet users and to mediate the word-of-mouth information propagation. Inversely, the web sites network is emergent from the stochastic decisions of web sites to point-in to popular sites and to randomly copy out-links from other sites [11].
iv) Users are considered relatively “loyal” to their portfolios: a new site will be included in it, if users perceive a high utility for that site for a longer period of time. Of course, sites can deploy investment strategies to increase their performance (and the perceived from the user utility), to influence the process of portfolio formation and update. 

v) New sites appear at different time-step and adopt an entry strategy which consists of a relatively “aggressive” investment policy based on obtained growth rates; it may also include an agreement with existing sites to get web exposure through links pointing to them.
Beyond its capacity to fairly reproduce the power law regularity, this model obtains interesting results in terms of web markets efficiency and web economy’s organization and explains, in organizational economics terms, the web scaling properties.
First, sites are rewarded by relative performance rather than absolute performance. As Figure 2(a) demonstrates, in many cases, sites with relatively equal performance have large differences in the number of users they are able to attract. It is clear that the effects of word-of-mouth information propagation, combined with a very hierarchical exploration pattern that privileges the “best connected” web sites, act as a powerful mechanism for: i) privileging sites that became quickly established and early well known and, ii) possibly excluding sites with a relatively good performance.
Second, as Figure 2(b) shows, newly established sites may successfully reach top ranking positions. This result indicates an absence of correlation between sites’ age and the number of visits a site receives. The reason is clear: once the possibility of economic behaviour (i.e. strategic investments) is accorded to new comers-sites, newly established popular sites can, with a positive probability, acquire popularity and, moreover, accumulate a large number of incoming links (in-links) in a short time interval, thus overcoming older sites. Accordingly, the model obtains only a small correlation between the age of a site and the number of incoming links it receives – Figure 2(c).
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Figure 2: Scatter-plots of a) the number of sites’ unique visitors versus site performance, b) the number of sites’ unique visitors versus site’s age, c) the number of sites’ in-links versus site’s age
Third, not only the distribution of visitors across web locations follows a power law, but also the number of incoming links that web sites receive during the course of the model (in-links), as seen in Figure 1(b), and the number of outgoing links sites point-out (out-links), as Figure 1(c) shows), decay as a power law. These scaling properties of the web are explained elsewhere, in two approaches: i) in the context of a multiplicative growth process model, which makes reference to a generic, system-independent, assumption (i.e. the growth of popularity, or the growth of links per site, is supposed to randomly fluctuate across web sites [3, 5]); ii) in the context of a model that explains the scale-free properties of the link structure of the web, by assuming a network underpinned by two very structural mechanisms, i) continuous network expansion pattern through the addition of new vertices and, ii) preferential attachment of new vertices to sites that are already well connected [12]. An increasing-returns based model may obtain the same results by modelling behaviours that induce positive feedbacks into the process of web sites competing for market shares. The more a site is visited, the more users are aware of it and the more additional links it receives (generally speaking, web sites point-in to popular ones), the more users learn about that site (because of the word-of-mouth information propagation mechanism) and discover it (since the users’ navigation paths reflects the direction of links), the more visits it receives. Since the model also includes investments from the web sites, with the objective to increase their performance and/or acquire in-links, economic variables enter it directly. Taking this broad perspective that combines behavioural with economic assumptions, leads to a better understanding of how scale-free features emerge in the web ecosystem. 
Apparently, a modelling approach of the web that assumes behavioural and economic variables and incorporates increasing-returns principles, belongs to a broader research framework, where many researchers are worked in, which envisages to create models that are statistically indistinguishable from the real Internet. These models, is often stated, when achieved, should have a fairly good descriptive power (of course the use of agent-based computational modelling techniques implies results that are robust only within a certain range of parameters). An increasing returns approach has the particular advantage to illustrate the sources of population agglomeration in the web and, by modelling them, to help us understand how and when these returns may change and how the web economy’s behaviour may change with them [1]. 
Mainly, in analyzing these increasing returns, one can make an interesting observation about the sources of growth in the web economy. The model shows a very specific growth process in the web that relates with particular institutional structures, i.e. the networks within individual action in the web economy is “embedded”. Essentially, the argument is that information economies in general, and the web economy in particular, generate quite specific institutional structures (i.e. random and multiple information flows entraining various networks of interaction among individual agents) and these particular to information economies structures, propel the growth process. In fact, the model proves that the assumption of the existence of “informational increasing returns” (in occurrence, word-of-mouth positive feedbacks at the level of information propagation and linkages between sites generated by the inherent logic of the web-surfing paths or through “point-in” or “point-out” conventions) can explain the exceptionally high growth rates obtained by the Internet popular sites. In this regard, a nice observation that one can draw from a series of simulations refers to the effect of the parameter d that represents the number of sites an Internet user visits, through personal exploration, during each iteration: when one eliminates this assumption (d = 0), thus inactivating the web sites connection network (a powerful carrier of increasing returns), it emerges a very different picture with no particularly popular sites and slow growth rates. 
In a nutshell, what this model suggests is that the existence of particularly strong, and rapidly formed, agglomeration patterns in the web, as revealed by various empirical studies, involves a specific growth process that emerges from various forms of informational increasing returns. This approach clearly distinguishes from a central and problematic assumption of a multiplicative growth process modelling approach, which is that sites’ popularity growth rates are exogenously given and simply supposed to randomly fluctuate [3, 5]. It also directly conflicts with one of the major findings of another modelling attempt that assumes continuous growth and preferential attachments [12], which unfortunately predicts that only older sites have the possibility to acquire and gather “in-links”, and grow, at a fast rate. 
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� This paper summarizes the essential findings of iCities project, funded by European Commission (Information Cities Project: IST-1999-11337, FET: Future and Emerging Technologies), on which we have published more extensively elsewhere.


� According to many studies, the distribution of larger cities sizes in the United Stated and abroad follows a power law where the size of a city is inversely proportional to its rank in a list of cities ordered by population [1]


� It would be for example more natural to accept that the magnitude of growth fluctuations for a particular web site will decrease with its size. This is actually the case of the fluctuation in the growth rates of business firms [6].






